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1. Executive Summary
The project BodenType DC aims to pilot an innovative energy and cost-efficient data center in Boden,
Sweden. WP3 “Modeling and benchmarking loads patterns” in this project contributes through the
following objectives:
•

Develop a methodology for modeling of benchmark loads in data centers

•

Specify benchmarks based on real application oriented and synthetic scenarios

•

Provide tools to generate IT workload models in the data center based on the benchmarks.

The whole approach is described in several documents. Whereas Deliverable D3.1 “Benchmark
Modeling Methodology [4]” shows the overall methodology, Deliverable D3.3 “Benchmark Models
based on Synthetic Workloads [6]” describes the generation of synthetic workloads. The testing
process is described in Deliverable D5.5 “Test Schedule of the data center [5]” and in “Measurement
Plan [7]”. Finally Deliverable D6.6 describes the management of the data produced by the operation.
This Deliverable D3.2 is focused on the second objective, which is to specific the data center load in
terms of IT services as they are used within real applications. The ultimate goal is to emulate real
applications in a defined and reproducible way, so that the data center can be analyzed under realistic
load conditions. The approach is to describe and implement a benchmark model, which is able creating
an IT workload that emulates a real application. This workload will be used in WP5 “Prototype testing,
measurement”, to create the load for the IT equipment in the data center. This IT equipment load will
be finally measured in consumed electrical power.
The workload models will be used in the test operation and measurement phase in WP5 “Prototype
testing, measurement”. The benchmarks will be the basis for an objective assessment of the
performance metrics (including Power Usage Effectiveness) of the data center. They will be validated
and iteratively adapted as needed.
User stories (application scenarios) taken from given application domains will be mapped onto use
cases (and if needed sub-use cases) and then mapped step-wise onto layers of Application Primitives.
The lowest layer shall comprise deployable software modules. This same general approach is
applicable to the low-level synthetic workloads as well and yields a high degree of flexibility in
specifying benchmark workload patterns. Recognized sources of use cases such as Industry 4.0 of the
Platform Industrie 4.0 and the Industrial Internet Consortium will be referenced.
The software containerization platform Docker is used for the technical realization of the workload
deployment. The Docker images can be software emulations of real IT systems commonly used in
Industrial Internet of Things applications in various domains. The Docker images can be easily
replicated and dynamically orchestrated on the hosts of the data center.
This deliverable also shows the workload deployment concept and it contains first results and
evaluations of the test campaign.
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List of abbreviations
AD

Application Domain

AP

Application

API

Application Interface

AWS

Amazon Web Services

CPU

Central Processing Unit

DC

Data Center

HW

Hardware

IIC

Industrial Internet Consortium

IoT

Industrial Internet of Things

IoT-A

Internet of Things – Architecture

IoT RA

ISO/IEC Internet of Things Reference Architecture

IIRA

Industrial Internet Reference Architecture

IVI

Japanese Industrial Value Chain Initiative

I4.0

Industry 4.0 or Industrie 4.0 (of the organization Plattform Industrie 4.0;
https://www.plattform-i40.de/I40/Navigation/EN)

OPC

Open Platform Communications

OPC UA

Open Platform Communications Unified Architecture

PUE

Power Usage Effectiveness

RAMI4.0

Reference Architecture Model Industrie 4.0

ROI

Return of Invest

SLA

Service Level Agreement

SNMP

Simple Network Management Protocol

SUC

(Sub) Use Case
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SW

Software

TC

Test Campaign

UC

Use Case

VBS

Value Based Services

VM

Virtual Machine
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2. Introduction
The task of the BodenType DC project is to build an energy and cost-efficient data center at Boden in
Sweden. This covers the building construction, equipping it with IT systems as well as a cooling,
measurement and control infrastructure.
The characteristics of the computing workload on the data center and how it is distributed over the
available resources have a major impact on the energy consumed and metrics such as the Power Usage
Effectiveness (PUE). A load balancing strategy can optimize what and when computing resources are
used. This normally depends on the management strategy for operating the data center, the service
spectrum of the data center and the Service Level Agreements (SLA) offered to customers. A service
level agreement gives a guaranteed computing performance for a given cost model. The objective from
the perspective of the data center is to minimize energy usage needed to achieve the service level
agreements and to simultaneously maximize the revenue. The data center needs to be able to develop
offers to potential new customers that it can fulfil with the available resources. A data center can vary
the distribution of CPUs assigned to the different customers, the modality of distribution of the load
to the CPUs and the mechanisms of redistribution during run-time. On the other hand, a data center
customer (user) needs to be able to estimate what resources and hence what service level agreement
is needed.
BodenType DC aims to address two principal questions regarding workload characterization:
a. What is the relationship between various benchmark workloads and energy effectiveness?
b. Can application profiles be characterized with benchmark workload patterns?
In BodenType DC WP5, various experiments and measurements will be performed in the real data
center to prove its power efficiency and to optimize the infrastructure. These experiments will also
have the objective of validating the benchmark workload patterns. Feedback from WP5 will be used
to refine the benchmark specifications.
Two classes of benchmark workload patterns will be considered that can be used in combination:
a. High-level workloads: Application oriented workloads motivated / derived from actual
applications
b. Low-level workloads: Synthetic load patterns defined at the HW level
The WP3 Deliverable D3.3 “Benchmark Models based on Synthetic Workloads [6]” describes the
generation of synthetic workloads, whereas this document describes the approach specifying and
realizing application-based workload models in more detail.
Major sources of high-level benchmark workloads shall be usage scenarios in typical industrial
application domains. The aim is to identify use cases that are typical for the execution in a data center
and are representative workload patterns for these use cases. There also should be the possibility to
generalize them for the whole application domain. The objective is to characterize a class of
applications. The application domains under consideration are in the area of Industrial Internet of
Things and explained in WP3 Deliverable D3.1 “Benchmark Modeling Methodology [4]” which shows
also the overall methodology.
Status: Draft
Version: 2.0
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The low-level workloads are essentially time series of workloads for each server. The workloads can
be described in terms of CPU, RAM, hard disk or communication workloads that vary over time.
Moreover, synthetic static workloads are needed to model the background workload and extreme
situations. These are models with a certain workload percentage for selected servers (even up to 100
%). The actual workload can be adjusted according to a target load (up to 500 kW) considering baseline
loads already produced by users of the data center (up to 350kW).
This report is structured as follows:
Section 3 describes the context of the workload generation and tests in the data center and the various
simulation environments. It also shows the system view consisting of the generation of the applicationbased workloads and execution in the data center in more detail. The method for deriving applicationbased workloads was introduced in [4], and applied in section 4.2 to define the two IoT workloads used
in the experiments.
Section 5 describes the technical realization of the IoT benchmark in more detail. The background and
the application approach, as well as the usage of the benchmark software are explained.
Section 6 explains the process for defining the IoT benchmarks and the deployment strategies used for
running trials in the test environment, and some first result impressions are shown in section 7.
This Deliverable D3.2 concludes with an outlook on the remaining work and the expected results.
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3. System Context
Figure 1 shows the context of the generation of the application workload patterns. The applicationbased workloads are defined in terms of user stories, use cases and application primitives.
The test in the BTDC facility will be performed using application-based workloads or synthetic
workloads or a combination of both. The cooling simulation can also use the application-based
workload or hardware-based measurement data (power consumption, temperature, etc.) as a result
of the test execution of application based or synthetic workloads.
The DCSim simulation will not use application-based workloads but hardware-based measurement
data.

Figure 1: Workload Patterns for Applications and their context

All relevant information from specifications, tests, measurement and simulations shall be stored in the
test and simulation management for further analysis and optimization.

3.1. Functional View of Subsystems
This section shows the software architecture for deployment of application workload patterns and
describes subsystems and interfaces (see [4]). Figure 2 shows a simplified schematic of the architecture
where the cooling process is neglected.

Status: Draft
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Figure 2: Functional SW-Architecture and interfaces for the deployment of Application workload Patterns

3.2. Subsystems
The system is divided into three subsystems, one for the generation of the application workload
patterns, one for workload deployment and one for the measurement system.
Table 3-1: Subsystems within the workload Pattern Architecture

Interface

Purpose

Subsystem 1

Workload Definition

Subsystem 2

Workload Deployment

Subsystem 3

Measurement System

3.2.1. Subsystem 1 “Workload Definition”
This subsystem implements the workload pattern layers as described in section 4. Each element in the
layers has associated characteristics that comprise relevant parameters and constraints. The
Application Primitives in the lowest layer are combined to form a characteristic workload pattern for
an application domain. Application Primitives may require access to external data repositories or have
a built-in database of emulated input data. A benchmark workload is a defined mixture of workload
patterns with parameters and constraints for its concrete deployment. A benchmark with defined
parameter variations forms the basis of a controlled experiment in the data center.
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3.2.2. Subsystem 2 “Workload Deployment”
Subsystem 2 involves deploying workloads onto the BodenType DC data center. These workloads can
either be synthetic or application-oriented workloads. The application-oriented workloads will be
defined by Subsystem 1 and will be provided in the form of a high-level workload mixture, which will
include Docker images. The high-level workload mixture will be deployed using a Docker orchestrator
according to a desired workload mapping strategy. For synthetic workload deployment, see [6].

3.2.3. Subsystem 3 “Measurement System”
Subsystem 3 involves collecting and analyzing measurement data in the BodenType DC data center.
Subsystem 3 will be realized in work package 5, task 5.1. Parameters that will be monitored on the IT
equipment include power consumption, temperatures, CPU utilization, memory usage, disk and
network usage. In the facility the environment and energy consumptions will be monitored as well as
the performance of the cooling system. The data which is collected will be useful in evaluating how
different workloads affect data center operation and performance. Among others the metric Power
Usage Effectiveness (PUE) will be obtained for the experiments. The measurement data can help
provide an understanding of how different high-level load definitions affect data centers so that they
can be built and planned for accordingly in the future.

3.3. Interfaces
There are three interfaces between the subsystems defined above. Interfaces 2 and 3 are between
Subsystem 2 ‘Workload Deployment’ and Subsystem 3 ‘Measurement System’ (one in each direction).
Interface 1 is from Subsystem 1 ‘Workload Definitions’ to Subsystem 2 ‘Workload Deployment’. There
is no return interface because this step cannot currently be done by software. The feedback loop will
be done manually by analyzing the experimental results.
Table 3-2: Interfaces within the Workload Pattern Architecture

Interface

Purpose

Interface 1

High level workload definition for the data center

Interface 2

Polling IT specific measurement data

Interface 3

Feedback of measurement data for dynamic workload mapping strategies

Status: Draft
Version: 2.0
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4. Application Oriented Benchmark Workload Patterns
4.1. Workload Characterization
The workload on a computer system (CPU, storage, interfaces) is defined by the applications which run
on it. Hence, low-level hardware-oriented workload patterns are not in general a true reflection of the
workload generated by an application, cf. e.g. [1]. A de-compositional approach to defining application
specific benchmark workloads is adopted here (similar to that in [2]). This involves decomposing the
application into functional layers as explained below. In fact, the approach here will start with User
Stories of an Application Domain at the highest level, map (decompose) these to Use Cases, which in
turn are mapped to Application Primitives. The Application Primitives may be organized in a layer
hierarchy.
The following key concepts will be used to define the high-level workloads in the so-called load pattern
characterization architecture (See Figure 3).
User Story 1

domain user
stories

User Story n

User Story 2

UC1

UC2

UC3

UCm

SUC1

SUC2

SUC3

SUC4

AP11

AP12

AP13

AP01

AP02

AP03

use cases

(Sub) use cases

Application
Primitives level 1

AP04

Application
Primitives level 0

Figure 3: Workload pattern characterization in layers

User Story: Describes in a few sentences in the everyday or business language of an actor; a situation
that captures what a user does or needs to do as part of his or her job function. A user story captures
the 'who', 'what' and 'why' of an activity in a simple, concise way. It is domain specific. A user story is
sometimes referred to as an application scenario. It describes a situation and its context.
Use Case: Describes functional aspects, actors and workflows to be executed by the actors. An actor
tells a user story, which motivates a use case to be performed by an actor. The use cases may be refined
with sub-use cases.
The use cases are mapped to Application Primitives (normally software modules) that are required to
realize the respective use case. The Application Primitives are hierarchically grouped in layers of
application primitives as shown in Figure 3 with two levels of primitives. In general, there may be more
Status: Draft
Version: 2.0
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levels. Primitives of a given level call primitives of the next lower level. The lowest level may be
hardware-oriented operations such as the basic numeric operations or numeric routines such as matrix
multiplication (e.g. on a GPU).
In the abstract and generic approach, particular constraints are not imposed on the primitive types. It
is assumed that the lowest level comprises modules that can be deployed or executed on the target
hardware. One deployment method is with Docker.
An Application Primitive may have additional constraints such as necessary disk or main memory
storage, tolerable latency and data input / output throughput.
The lowest level could also comprise data analytics algorithms running on a cloud platform. The SPEC
Cloud™ IaaS 2016 Benchmark from the Standard Performance Evaluation Corporation [3] considers
two workloads:
•

An I/O Intensive Workload Yahoo! Cloud Serving Benchmark (YCSB)

•

Compute-intensive workload - K-Means with Apache Hadoop

The K-Means algorithm is often used for clustering applications.
In Figure 3, parameters are needed for each arrow to describe when and how an element calls
elements in the lower layers. It is possible for an element to instantiate and call multiple entities in the
next lower layer. This parametrization of the workload pattern yields an actual workload that can be
deployed.
With the technique of application profiling, the idea is to find a workload pattern that yields a close
approximation to the real application workload as measured close to the hardware and operating
system. This is achieved by analyzing the measurement traces of an application.

4.2. Selected User Stories, Use Cases and Application Primitives
For the generation of the IoT workload, two use cases have been selected. From the Industrial IoT
domain, the Predictive Maintenance use case, and a several monitoring use cases from the Smart City
domain. The use cases and the underlying application primitives are described in table The purpose of
the selected use cases examples is to cover some of the typical load elements and map them to the
appropriate application primitives.

Table 4-1: IoT User Stories, Use Cases and Application Primitives

Nr

User Story

Use Case

Sub Use Case

I

Equipment
Lifecycle
Management

Predictive
Maintenance

Gather sensor data from
equipment, and
manufacturing process

Status: Draft
Version: 2.0
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Analyze data to estimate
when a machine should
be repaired

II

Smart City

Traffic Control

Selection of
and training a
predictive
model

Analytics Job (M)

Test and
validation of
the model on
previously
unseen data

Data Base Node

Data curation
(pre-process
for the right
format)

Analytics Job (M)

Predictive
model training

Analytics Job (H)

Predictive
model
deployment

Analytics Job (M)

Notify the maintenance
planer

Subscriber Job (L)

Notify the maintenance
service provider

Subscriber Job (L)

Deployment of the
model to make
predictions on real data
streams

Data Base Node

Light-signal system

Monitoring

Sensor Node (H)
Data Base Node

Road works

Construction barrier

Flow Control

Stream
processing (H)

Monitoring

Sensor Cluster (L)
Subscriber Job (L)

Bicycle Monitoring

Status: Draft
Version: 2.0
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Harbor Port Mgmt

Environmental
Monitoring

E-Bike Rental

Availability

Subscriber Job
(M)

Parking

Availability

Subscriber Job (L)

Ship Identification

Monitoring

Sensor Node (M)

Port Authority

Monitoring

Sensor Node (M)

Air Quality

Monitoring

Sensor Node (M)

Analytics Job (M)
Sensebox

Monitoring

Sensor Node (L)
Analytics Job (L)

Luftdaten.info

Monitoring

Sensor Node (L)
Analytics Job (L)

The application primitives are implemented by the execution components explained in the chapter 5
about the technical realization. The configuration of the workload has been distinguished into 3
categories:
-

L: Low Workload (rates between 101 and 102 per sec)

-

M: Medium Workload (rates between 102 and 103 per sec)

-

H: High Workload (rates between 104 and 105 per sec)

Status: Draft
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5. Technical Realization
In this section the technical realization for application-based workloads is described. This includes the
implementation of the application primitives on level 0 and level 1, its deployment and execution in
the data center.

5.1. Programming Environment
For the current experiments a Java programming environment was used. The maven build system is
used to define the components and their dependencies. The programming and debugging are done
with two different development frameworks, namely Eclipse on Windows and NetBeans on Linux.
Docker engines are used on Windows and Linux.
The source code for the IoT-Benchmark has been made available as a github repository:
https://github.com/FraunhoferIOSB/IoT-Benchmark
This program is free software: you can redistribute it and/or modify it under the terms of the GNU
Lesser General Public License as published by the Free Software Foundation, either version 3 of the
License, or (at your option) any later version.

5.2. Application Domain Architecture
The selected application domain for the IT-workload experiments is the “Internet of Things” (IoT)
domain. The application primitives in this use case are designed according to the Microsoft IoT
reference architecture. The workload specification will be defined by selecting and configuring specific
application primitives.
Figure 4 shows the core subsystems in an IoT application as defined by the Microsoft IoT reference
architecture. It shows the IoT devices located outside the data center, a gateway component to receive
the data, a storage component for data persistence, a stream processing component for all eventbased calculations and UI and reporting tools to compile data. The component business integration
represents any type of application using the IoT data, either with a query-based access pattern, or with
an event-based processing pattern.

Status: Draft
Version: 2.0
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Figure 4: Microsoft IoT Reference Architecture1

These generic components will be instantiated according to the requirements of a specific use case.
While the “Things”-Area is located outside the data center, the areas “Insights” and “Actions” are
typically located within the data center.

5.3. Implementation Concept
To be as close as possible to a real IoT application, the IoT Benchmark is populating the before
mentioned IoT reference architecture with components used in operational applications in the
domains industrial IoT domain, as well as in the environmental monitoring and the smart city domain.
The underlying IoT standard is the OGC SensorThings API2 standard, which provides a data model to
implement Sensors and Things and protocols for accessing the data with REST and MQTT protocols.
The application primitives described below are using this standard to communicate with each other
and implementing the IoT load by creating sensor observations, reading and subscribing data, and
performing compute intensive analyzing tasks.

1
2

https://azure.microsoft.com/de-de/updates/microsoft-azure-iot-reference-architecture-available/
https://www.ogc.org/standards/sensorthings
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Figure 5: IoT Benchmark Configuration Concept

5.4. Application Primitives
The application primitives described below are individual Java applications, each implementing a
behavior which is characteristic for one of the core subsystems as defined in the Microsoft IoT
reference architecture. The applications can be configured to emulate specific workload patterns and
multiple instances can be started to distribute the workload on several hosts. All applications are
designed to cooperate as a processing cluster, like the sensor cluster creates sensor observations
which are subscribed by the stream processors and are being accessed by the analyzer. Each
application has a session parameter, which is used to link applications. Applications with the same
session id are using the same data sets, and applications with different session IDs are independent.
All applications are using environment parameter to specify their behavior.

5.4.1. FROST Server
The FROST server is a real application and is used to provide a realistic IoT data storage. It is an open
source application and available for the benchmark without any license restrictions. The FROST server
is used to coordinate the application primitives and to implement the data streams. It must be running
before any of the other application primitives can be started.
For details see https://github.com/FraunhoferIOSB/FROST-Server

5.4.2. Sensor Cluster
The Sensor Cluster application emulates a set of sensors. The sensors are creating observations at a
given rate. The rate is defined by the PERIOD parameter, which defines the delay in millisecond
before the next observations are created. The lower bound is restricted by the processing power of
the host running the application.
Status: Draft
Version: 2.0
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Environment Parameter:
Parameter

Value

Purpose

BASE_URL

http://localhost:8080/FROSTServer/v1.0/

Server instance to be used of creating
benchmark data

http://results:8080/FROSTServer/v1.0/

Server instance for storing performance
evaluation result data

BROKER

192.168.99.100

mqtt broker address

SESSION

0815

Benchmark Session Identifier within
Benchmark thing to be used

JITTER

5

Jitter in millisecond between sensor value
creation

NAME

Sensor_1

The name to use for finding our settings

COVERAGE

50

Percentage of Datastreams covered by
mqtt subscribers

WORKERS

10

number of parallel Threads

SENSORS

20

number of sensors

100

millisecond delay between observations

RESULT_URL

PERIOD

5.4.3. Stream Processor
The stream processor application subscribes to the incoming sensor observations, and the received
values are used to trigger new observations. The workload behavior therefore depends on the volume
and rate of the incoming data. The COVERAGE parameter defines the coverage of the subscribed data
streams.
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Environment Parameter:
Parameter

Value

Purpose

BASE_URL

http://localhost:8080/FROSTServer/v1.0/

Server instance to be used of creating
benchmark data

http://results:8080/FROSTServer/v1.0/

Server instance for storing performance
evaluation result data

BROKER

192.168.99.100

mqtt broker address

SESSION

0815

Benchmark Session Identifier within
Benchmark thing to be used

COVERAGE

50

Percentage of Datastreams covered by
mqtt subscribers

WORKERS

10

number of parallel Threads

1000

millisecond delay between observations

RESULT_URL

POSTDELAY

5.4.4. Subscriber Cluster
The subscriber cluster implements an application behaviour typical for data consumers. A data
consumer can be located outside the data centre, in order to emulate external data consumers like
data dashboards displayed in web browsers. A pure data subscriber behaviour is also typical for many
backend applications, located within the data centre.
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Environment Parameter:
Parameter

Value

Purpose

BASE_URL

http://localhost:8080/FROSTServer/v1.0/

Server instance to be used of creating
benchmark data

http://results:8080/FROSTServer/v1.0/

Server instance for storing performance
evaluation result data

BROKER

192.168.99.100

mqtt broker address

SESSION

0815

Benchmark Session Identifier within
Benchmark thing to be used

50

Percentage of Datastreams covered by
mqtt subscribers

RESULT_URL

COVERAGE

5.4.5. Analytics Cluster
The analytics application subscribes is used to emulate complex queries which are scheduled in a
regular interval. The workload behavior therefore depends on the number jobs which are running, and
the number analytic loops which are executed by each job.

Environment Parameter:
Parameter

Value

Purpose

BASE_URL

http://localhost:8080/FROSTServer/v1.0/

Server instance to be used of creating
benchmark data

http://results:8080/FROSTServer/v1.0/

Server instance for storing
performance evaluation result data

192.168.99.100

mqtt broker address

RESULT_URL

BROKER
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SESSION

ANALYTIC_JOBS

ANALYTIC_LOOPS

JITTER

PERIOD
WORKERS

0815

Benchmark Session Identifier within
Benchmark thing to be used

50

Number of parallel jobs running the
analytic loop cycles.

1000000

Number of executions in each
analytic loop

5

Jitter in millisecond between loop
executions

100

millisecond delay between loops

10

number of parallel Threads

5.4.6. Controller
The controller application implements a command line interface to the benchmark tools. It is used
to start and stop experiments and does not create any workload by itself.
Environment Parameter: only the generic parameters are need.
Parameter

Value

Purpose

BASE_URL

http://localhost:8080/FROSTServer/v1.0/

Server instance to be used of creating
benchmark data

BROKER

192.168.99.100

mqtt broker address

SESSION

0815

Benchmark Session Identifier within
Benchmark thing to be used
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The tool will be started as a simple java application and it will open a simple command line interface
to control other benchmark applications.
Benchmark > help
Base URL : http://localhost:8080/FROST-Server/v1.0/
Session Id : 0815
run [msec] : Start all benchmark process with optional parameter time im msec
script <file> : Start all benchmark script with file name
stop : Stop all running processes
terminate : Terminte all running benchmark processes
init <name> <field> <value> : Send the initialisation parameter <field> with value <value>
to the process with name <name>
delete : Deletes all data in base url - THINK TWICE BEFORE USING THIS!
help : print this help info
quit : Quit this Controller terminal
Benchmark >

The Controller also be used in a scripted mode. The script contains two elements, defined with a JSON
formatted file. The first element defines the initialization parameters for each workload component.
The second element defines a sequence of execution steps, where each step has a duration and a list
of parameter changes to be used for that step. If no changes are given for a certain component in a
certain step, the values from earlier steps are used, of the initialization settings, of the build-in defaults
values are used.
The configuration settings used for the initialization and for the execution phases, are structured as a
properties map. Each element in that map has key, which stands for the name of the load component,
and a <key, value> list for the actual settings.
An example scripts is shown below:
{
"initialize": {
"Sensor_Low": {
"SENSORS": 500,
"PERIOD": 6000,
"JITTER": 600
},
"Listener_Low": {
"COVERAGE": 5
},
"Analytics_Low": {
"WORKERS": 100,
"PERIOD": 100,
"ANALYTIC_LOOPS": 1000000,
"ANALYTIC_JOBS": 100,
"JITTER": 10
}
},
"sequence": [{
"seq": 600,
"info": "hour 600-700",
"duration": 3600000,
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"Sensor_Low": {
"PERIOD": 3000,
"JITTER": 300
},
"Analytics_Low": {
"PERIOD": 80,
"JITTER": 8
}
},
{
"seq": 700,
"info": "hour 700-800",
"duration": 3600000,
"Sensor_Low": {
"SENSORS": 500,
"PERIOD": 5000,
"JITTER": 500
}
}
]
}

This script provides initial parameter settings for three components and defines an execution script
with two steps. Each execution step runs for 3.600.000 ms (1 hour), and provides changed parameter
settings for some components.

5.5. Load Description
5.5.1. Configuration
The workload is defined by the list of services to be included in the application composition. Each
service represents an application primitive, and is configured with a lost of environment parameters
to be used as initial settings.
An example of an application composition is shown in the following docker compose file (YAML-File):
version: '2'
services:
sensorcluster:
image: fraunhoferiosb/sensorcluster:0.0.1-SNAPSHOT
environment:
- BASE_URL=http://10.1.9.185:8080/FROST-Server/v1.0/
- BROKER=10.1.9.185
- SESSION=0815
- WORKERS=10
- SENSORS=10
- PERIOD=100
subscriberCluster:
image: fraunhoferiosb/subsribercluster:0.0.1-SNAPSHOT
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environment:
- BASE_URL=http://10.1.9.185:8080/FROST-Server/v1.0/
- BROKER=10.1.9.185
- SESSION=0815
- COVERAGE=50

streamProcessor:
image: fraunhoferiosb/streamprocessor:0.0.1-SNAPSHOT
environment:
- BASE_URL=http://10.1.9.185:8080/FROST-Server/v1.0/
- BROKER=10.1.9.185
- SESSION=0815
- COVERAGE=50

Docker compose start command with scaling options.
docker-compose up --scale sensorcluster=10 --scale subscriberCluster=5

5.5.2. Workload Specification
The workload to be executed will be defined in terms of application primitives, as shown in Table 5-1.
The BodenTypeDC benchmarks are defined as profiles over 12 hours in 1 hour slots. The generation of
the schedule scripts need to be created as json-formatted files. For the purpose of the Smart City and
the Predictive Maintenance schedules, an Excel macro has been used, that picks the values from tables
and creates the settings in the script file.
The Table below shows an extract from such a configuration.
Table 5-1: Example Schedule Configuration
Schedule
duration info

seq
600
700
800
900
1000
1100
1200
1300
1400
1500
1600
1700
1800

3600000 hour 600-700
3600000 hour 700-800
3600000 hour 800-900
3600000 hour 900-1000
3600000 hour 1000-1100
3600000 hour 1100-1200
3600000 hour 1200-1300
3600000 hour 1300-1400
3600000 hour 1400-1500
3600000 hour 1500-1600
3600000 hour 1600-1700
3600000 hour 1700-1800
3600000 hour 1800-1900
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Sensor_Low
Sensor_Medium
SENSORS PERIOD JITTER SENSORS PERIOD JITTER
500
6.000
600
500
8.000
800
500
3.000
300
500
1.500
150
500
5.000
500
500
2.000
200
500
2.000
200
500
1.000
100
500
1.000
100
500
1.500
150
500
1.500
150
500
1.000
100
500
1.800
180
500
1.200
1.200
500
2.000
200
500
1.500
1.200
500
1.000
100
500
1.500
150
500
1.500
150
500
1.000
1.100
500
2.200
220
500
1.200
120
500
2.500
250
500
2.200
220
500
3.500
350
500
1.200
120
500
2.500
250
500
1.300
130

Sensor_High
SENSORS PERIOD JITTER
500
900
90
500
880
88
500
800
80
500
900
90
500
1.200
120
500
1.000
100
500
1.100
110
500
900
90
500
1.300
130
500
1.200
120
500
900
90
500
800
80
500
600
60
500
500
50
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The respective json file is then being used as a schedule script for the Controller component, and it will
create a workload as shown in the figure below. The figures are showing the sensor insertion rates in
observations per seconds.

Figure 6: IoT Sensor Cluster Workload Example

5.5.3. Running the Benchmark
The benchmark application can be started as native java applications, or by using the Docker
containers. The following steps are showing the Docker version.
Step 1: Starting the Storage (FROST-Server)
The FROST-Server is provided a public Docker image and it will be started with a compose file, which
is available at the github repository. After downloading the ‘docker-compose.yaml’ file, the server is
started:
$ docker-compose up -d
Starting frostserver_database_1 ... done
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Starting frostserver_web_1 ... done

Please note that the file name ‘docker-compose.yaml’ is the default file and does not need to be
specified explicitly. The ‘-d’ option is optional and used to start the application in the background.
After the FROST-Server is started, the service can then be tested. Use a standard browser to access the
Docker host with the URL: ‘<host>:8080/FROST-Server’. When the server is stated for the first time,
the database image needs to be initialized (see link ‘Database Status and Update’, please refer to the
FROST manuals for details).

Step 2: Build the Application Primitives
The application primitives need to be compiled and the Docker images need to be created and installed
into the appropriate Docker environment. That is done by the maven build command:
$ mvn clean package

That command will download all dependent packages and will compile the application primitives. The
command will create a long list of log messages, but will finally end with the following lined:

[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]

-----------------------------------------------------------------------Reactor Summary:
FROST-Benchmark .................................... SUCCESS [ 2.570 s]
Benchmark.BenchmarkData ............................ SUCCESS [ 9.711 s]
Benchmark.MqttHelper ............................... SUCCESS [ 2.486 s]
Benchmark.Controller ............................... SUCCESS [ 6.942 s]
Benchmark.SensorCluster ............................ SUCCESS [ 5.416 s]
Benchmark.SubscriberCluster ........................ SUCCESS [ 7.126 s]
Benchmark.StreamProcessor .......................... SUCCESS [ 6.004 s]
Benchmark.DbTest ................................... SUCCESS [ 15.250 s]
-----------------------------------------------------------------------BUILD SUCCESS
-----------------------------------------------------------------------Total time: 55.733 s
Finished at: 2018-06-15T18:04:32+02:00
Final Memory: 55M/664M
------------------------------------------------------------------------
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In the current build script, the Docker images are not built automatically. This is mainly for developing
purpose and will probably be changed in the final version. To create and install the Docker images
separately, the following command is used:
$ mvn dockerfile:build -pl StreamProcessor,SubscriberCluster,SensorCluster,BenchmarkControl
ler,AnalyticsCluster

This again will create a series of log message and will eventually end with the following lines:
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]
[INFO]

-----------------------------------------------------------------------Reactor Summary:
Benchmark.Controller ............................... SUCCESS [03:53 min]
Benchmark.SensorCluster ............................ SUCCESS [ 44.865 s]
Benchmark.SubscriberCluster ........................ SUCCESS [ 46.469 s]
Benchmark.StreamProcessor .......................... SUCCESS [ 46.103 s]
-----------------------------------------------------------------------BUILD SUCCESS
-----------------------------------------------------------------------Total time: 06:11 min
Finished at: 2018-06-15T18:10:48+02:00
Final Memory: 23M/273M
------------------------------------------------------------------------

Step 3: Starting the Application
After building and installing the Docker images, the application can be executed. The images can be
started individually or together with the docker-compose.yaml file show earlier. It is recommended to
use the YAML file, in order to provide all the configuration parameters in a simple way.
$ Docker-compose up -d
Starting benchmarktools_streamProcessor_1 ... done
Starting benchmarktools_sensorcluster_1 ... done
Starting benchmarktools_sensorcluster_1 ... done

The Controller application is used to control the application primitives. The Controller application may
be started as native java application in a separate window, because it is not part of the benchmark
load.
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Figure 7: Benchmark Controller Console

The application primitives are using a Benchmark object within the data center server, to synchronize
and to generate random data for workload emulation. The benchmark components are creating
aggregated workload measurements. These can be used for evaluation or shown in dashboards, like
the example below.

Figure 8: IoT Benchmark Dashboard
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6. The Benchmark Process
Summarizing the chapters before, the IoT benchmark process on the data center runs in three phases
and within each phase in several steps (see Figure 9). The phases are application preparation, test
preparation and test execution.

Application Preparation:
1. Define the application domains
Select Smart Cities and Predictive Maintenance
2. Identify the characteristics of the application areas.
Application domains consist of sensors, a database, subscriber processes and analytic
processes.
3. Decide if the data and process volume may differ during the test period.
In the Smart City application domain the volume will change: the short morning rush hour,
the midday rush hour, which will be a bit long and the evening rush hour which lasted the
longest.
In the Predictive Maintenance application domain the come up of data and processing is
production sensitive. After a time period or the working shift it may increase.
4. Define a pattern for an application.
In our case the application consists of 14 interconnected process including a database.
5. Define the parameters for the process and vary them over the testing period.

Test Preparation:
6. Choose the execution environment.
In this case BTDC One with the 480 servers.
7. Define the test campaign.
8. Define the number of applications which will be performed in the execution environment.
Execute 120 applications here, but in two special workloads named IOT2.B1 and IOT2.C1
during 2 timeslots (each lasting 2 hours) additional 120 applications were executed.
9. Choose the distribution strategies for the selected number of applications on the execution
environment.
Different distribution strategies (A, B, C, B1 and C1) are performed.
10. Define execution parameters like cooling strategy or operating temperature interval.

Test Execution:
11. Execute
12. Measure the execution parameters like temperature, power usage, water usage, PUE,
pressure, fan speed etc.
13. Interpret all the data.
14. Change the environment and rerun the tests.
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Figure 9: Benchmark Process
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7. First Result Impressions
In March 2020 the testing was complete which resulted in a huge amount of data to be interpreted. In
this section we will show some first graphical interpretation. The value based interpretation is still
ongoing. The figures and explanations presented here are only intended to give a first impression,
specially to show the differences between synthetic workloads and the IoT benchmark workload.
At first the whole test campaign performed over four or five days with its 10 resp. 12 different
workloads is shown (section 7.1). After that one of the IoT workloads IoT2.C is shown in more detail
(section 7.2).

7.1. Whole Test Campaign
Our test data center at Boden consists of four triple racks in two rows with 480 servers in total (e.g. 40
servers in each sub rack, 120 servers in each rack).
In the next sections the CPU utilization (section 7.1.1), the memory utilization (section 7.1.2) of a whole
test campaign and the internal sensor rate of the IoT workloads are shown (section 7.1.3) are shown.

7.1.1. CPU Utilization
Figure 10 shows the CPU utilization, the fan speed, the power usage and the instantaneous PUE for
the third test campaign (TC 3). Each figure includes three diagrams, the top diagram shows the CPU
utilization, the diagram in the middle the fan speed and the bottom diagram the power usage. The
legend of the diagrams can be found beneath each diagram.
The CPU utilization diagram shows 4 curves, they stand for the average of the CPU utilization in the
four triplet racks. Each rack is documented by a separate color.
The fan speed diagram shows the actual fan speed of 2 servers in each rack (8 curves in total).
The power diagram shows the power used and the instantaneous PUE. There are also different
overlapping curves which show the power of the facility, the power of the IT and the total power which
belong to the left scale. The instantaneous PUE which is also included in this figure uses the right scale.
In the headline of the figure on the right the time period according to the diagram can be seen. In the
footer the actual values of the power of the facility, the power of the IT, the total power and the
instantaneous PUE are documented.
It is obvious that the application-oriented workloads (IoT1.A, IoT2.B and IoT2.C) are much more
dynamic than the synthetic workloads performed during the other time periods. It can also be seen
that one IoT workload differs from one another. The workload also differs over the racks.
The application-oriented workloads have a different behavior on the CPU and memory utilization of
the data centre and build an useful expansion to synthetic workloads.
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Figure 10: CPU Utilisation whole test Campaign (TC 3)

7.1.2. Memory Utilization
Figure 11 shows the memory effects of the third test campaign. The figure again includes three
diagrams but here the top diagram shows the memory utilisation on the four racks.
The IoT application workloads are again more dynamic than static workloads. It also can be seen that
during the time more data is generated through the analytic processes, especially IoT2.B shows that
effect.

Figure 11: Memory Utilisation whole test Campaign (TC 3)
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7.1.3. Internal Sensor Rates of the IoT Workloads
Additional to the monitoring of the data centre an internal monitoring of IoT workloads is performed.
We count the internal generated sensor rates. Figure 12 shows the internal sensor rate of the IoT
workloads in test campaign 12. The internal structure of the IoT workloads is described in section 5.4.

Figure 12: Internal Sensor Rates of IoT Workloads (TC 12)

7.2. IoT2.C
In this section one of the IoT workloads is presented in more detail. In section 7.2.1 the CPU utilization
of the racks, in section7.2.2 the memory utilization of the racks, in section 7.2.3 the CPU utilization of
the servers and in section 7.2.4 the memory utilization of the servers is shown.
IoT2.C consists of predictive maintenance workload applications, where all application primitives
within one individual application are distributed to the same sub rack. In more detail: The first 10
applications are distributed on rack 5/1 which means sub rack 1 in rack 5. The next 10 applications
which start 2 minutes later are distributed on rack 5/2 and so on up to 120 (4 racks, each with 3 sub
racks).

Status: Draft
Version: 2.0

© BodenType DC Consortium 2020
Page 36 | 44

BodenType DC
Deliverable D3.2
Dissemination level: PU
Grant Agreement: 768875

7.2.1. CPU Utilization
Figure 13 shows the CPU utilization of IoT2.C in third test campaign. It can be seen that the CPU loads
(see lines utilization_5, _6, _7 and _8) are not equally distributed to the racks. The reason for this kind
of effects are not clear at this point in time, and need to be investigated during the evaluation phase.
The results will be reported in D5.3.
It is also visible that the starting phase till all 120 applications are initialized and running last up to 1 ½
hours. Stopping them needs much less time.

Figure 13: CPU Utilisation IoT2.C (TC 3)

7.2.2. Memory Utilization
The memory utilization of IoT2.C in the eleventh test campaign can be seen in Figure 14. The starting
phase is here also visible. Another remarkable effect is that the memory consumption is increasing
over the time.
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Figure 14: Memory Utilisation IoT2.C (TC 11)

7.2.3. CPU per Server
An interesting aspect in the data center is the distribution of the applications on the servers. The
figures seen before (Figure 10, Figure 11, Figure 13 and Figure 14) are showing the average utilization
of each rack. To get a better impression of the internal situation, the utilization of the individual servers
need to be considered. In Figure 15 and Figure 16 the distribution of the CPU utilization of workload
IoT2.C1 on the servers can be seen.
The CPU utilization table gives a more detailed view on the IT-workload distribution within the data
center. The table shows the 120 servers of one rack, sorted by the utilization. It can clearly be seen
that only few servers have heavy workloads, some with middle workloads and a lot of servers are
running in idle mode. Idle to be understood with respect to the IoT workload, as all servers are
performing a background synthetic workload of 10%.
This is not an effect of the explicit distribution strategy because the applications are distributed
equally on the racks (10 applications on each sub rack). This is mainly caused by the load distribution
strategy of the server management system. This will also happen in real application setups, where the
IT-load will not cause a uniform load distribution over all servers. At 14:00 all 120 applications are
running (see Figure 15 and Figure 16). Figure 15 shows the servers with the highest CPU utilization,
Figure 16 the servers with the lowest CPU utilization.
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Figure 15: CPU Utilisation/Server IoT2.C1 (TC11 - 14:00, highest utilisation)

Figure 16: CPU Utilisation/Server IoT2.C1 (TC11 - 14:00, lowest utilisation)

7.2.4. Memory per Server
Figure 17 and Figure 18 are showing the distribution of the memory utilization of IoT2.C1 workload on
the servers. Similar to the CPU utilization, some servers have a higher memory utilization and others
are running in idle mode.
Figure 17 and Figure 18 show the situation when all 120 applications are running at 14:00. Figure 17
shows the servers with the highest memory utilization, Figure 18 the servers with the lowest memory
utilization.
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Figure 17: Memory Utilisation/Server IoT2.C1 (TC11 - 14:00, highest utilisation)

Figure 18: Memory Utilisation/Server IoT2.C1 (TC11 - 14:00, lowest utilisation)
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8. Summary and Outlook
This Deliverable D3.2 has shown how the application-oriented benchmark modelling approach has
been applied to two application domains from typical data center customers. These domains are both
following the typical IoT architecture blueprints, but they are different in their workload patterns.
While predictive maintenance uses cases generated regular sensor data streams and heavy CPU loads,
the smart city applications are consisting of very cluttered and noisy sensor streams and only short
CPU bursts.
The method to model such loads has proven to be flexible and easy to use, while the experiments have
shown that the benchmark implementation was capable to generate the workload patterns in the scale
of real-world like applications. For the experiments the benchmarks components have been clustered
and scaled up to the workload demands, considered as typical for one single smart city. As such a single
application does not create enough workload for the complete data center, the individual application
clusters have been replicated up to 120 times. That workload used about 25% of the capacity of the
BodenType data center.
Together with the automated testing process described in Deliverable D5.5, the implementation and
execution of the test campaigns were successful and delivered valuable results. In the chapter 9 some
results with early observations have been presented. The next step will focus on the task of analysing
how the data cooling approaches are performing under typical workload conditions.
An additional insight from the experiments is the applicability of the benchmark to almost any IoT load
pattern. That capability allows to use the benchmark to emulate very precisely specific application
requirements, so that it can be used to perform test runs for predicted workload requirements before
deploying the real application. The benchmark also allows to compare different deployment options,
as it is implemented in standardized container technology and it creates reproducible workload results.
The benchmark is implemented as open source software and has been made available on a public
repository. It can be a groundwork for benchmarking IoT-applications to investigate deployment
options or to compare data center performance.
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